FORECAST UNCERTAINTY, ITS REPRESENTATION AND
EVALUATION

Tutorial lectures, IMS Singapore, 3-6 May 2004

Kenneth F. Wallis, University of Warwick



Contents

1. Introduction 1
1.1 Motivation 1
1.2 Overview 3
A theoretical illustration 3
Example 5
Generalisations 5
Forecast evaluation 6
2. Measuring and reporting forecast uncertainty 7
2.1 Model-based measures of forecast uncertainty 7
The linear regression model 7
Estimation error in multi-step forecasts 9
Stochastic simulation in non-linear models 10
Loss functions 12
Model uncertainty 14
2.2 Empirical measures of forecast uncertainty 15
2.3 Reporting forecast uncertainty 17

Forecast intervals 17

Density forecasts 20

Graphical presentations 22

Additional examples 24
2.4 Forecast scenarios 25
2.5 Uncertainty and disagreement in survey forecasts 27

3. Evaluating interval and density forecasts 30
3.1 Likelihood ratio tests of interval forecasts 30
3.2 Chi-squared tests of interval forecasts 33
3.3 Extensions to density forecasts 36
3.4 The probability integral transformation 39
3.5 The inverse normal transformation 40
3.6 The Bank of England’s inflation forecasts 42

References 46



1. Introduction

Forecasts of future economic outcomes are subject to uncertainty. Itis
increasingly accepted that forecasters who publish forecasts for the use of
the general public should accompany their point forecasts with an
indication of the associated uncertainty. These lectures first describe the
various available methods of communicating information about forecast
uncertainty. It is equally important that forecasters’ statements about the
underlying uncertainty should be reliable. The lectures go on to consider
the various available statistical techniques for assessing the reliability of
statements about forecast uncertainty.

The lectures draw on and extend material covered in previous
survey articles such as Wallis (1995) and, most notably, Tay and Wallis
(2000) on density forecasting. Relevant research articles are referenced
in full, but background material in statistics, econometrics, and associated
mathematical methods is not; readers needing to refer to the general
literature are left to consult their favourite textbooks.

This introduction first motivates the lectures by considering the
“why” question — why say anything about forecast uncertainty — and then
presents an overview of the issues to be addressed, based on an

introductory theoretical illustration.

11 Motivation

Why not just give a forecast as a single number, for example, inflation
next year will be 2.8%? But what if someone else’s inflation forecast is
3.1%, is this an important difference, or is it negligible in comparison to

the underlying uncertainty? At the simplest level, to acknowledge the



uncertainty that is always present in economic forecasting, and that “we
all know” that inflation next year is unlikely to be exactly 2.8%,
contributes to better-informed discussion about economic policy and
prospects. The central banks of many countries now operate an inflation-
targeting monetary policy regime, in which forecasts of inflation play an
important part, since monetary policy has a delayed effect on inflation.
Uncertainty has a crucial role in policy decisions, and considerations of
transparency and its impact on the credibility of policy have led many
banks to discuss the “risks to the forecast” in their forecast publications.
Some have gone further, as described in detail below, and publish a
density forecast of inflation, that is, an estimate of the probability
distribution of the possible future values of inflation. This represents a
complete description of the uncertainty associated with a forecast.

The decision theory framework provides a more formal
justification for the publication of density forecasts as well as point
forecasts. The decision theory formulation begins with a loss function
L(d,y) that describes the consequences of taking decision d today if the
future state variable has the value y. If the future were known, then the
optimal decision would be the one that makes L as small as possible. But
if the future outcome is uncertain, then the loss is a random variable, and
a common criterion is to choose the decision that minimises the expected
loss. To calculate the expected value of L(d,y) for a range of values of d,
in order to find the minimum, the complete probability distribution of y is
needed in general. The special case that justifies restricting attention to a
point forecast is the case in which L is a quadratic function of y. In this

case the certainty equivalence theorem states that the value of 4 that



minimises expected loss £(L(d, y)) is the same as the value that

minimises L(d, £(y)), whatever the distribution of y might be. So in this

case only a point forecast, specifically the conditional expectation of the
unknown future state variable, is required. In practice, however,
macroeconomic forecasters have little knowledge of the identity of the
users of forecasts, not to mention their loss functions, and the assumption
that these are all quadratic is unrealistic. In many situations the
possibility of an unlimited loss is also unrealistic, and bounded loss
functions are more reasonable. These are informally referred to as “a
miss is as good as a mile” or, quoting Bray and Goodhart (2002), “ you
might as well be hung for a sheep as a lamb”. In more general
frameworks such as these, decision-makers require the complete

distribution of y.

1.2 Overview

A theoretical illustration
We consider the simple model with which statistical prediction theory
usually begins, namely the Wold representation of a stationary, non-

deterministic series:

V=640 410 +.., P 0i<n (6=1)
j=0

E(g)=0, var(g)=02, E(ge)=0, allts=#t.

To forecast / steps ahead, consider this representation at time ¢+ 4 :

Vin =Ean TOE 1+ 0 16,0 +0,6,+0,46 1+ ... .



The optimal point forecast with respect to a squared error loss function,

the “minimum mean squared error” (mmse) forecast, is the conditional

expectation E(y,,, |Q,), where Q, denotes the information set. Thus
Veen =048 + Oy 1 + .

is the mmse /-step-ahead forecast, with error e,,;, = v,,, — »,,, given as
n = Epan T OE i F o F O 18

The error has mean zero, variance o-,f , Where

root mean squared error RMSE, = o, , and autocorrelation of order #—1.
The error and the forecast are uncorrelated:

E(e44P14n)=0.
An interval forecast is commonly constructed as the point forecast plus
or minus one or two standard errors, y,,, +o,, for example. To attach a
probability to this statement we need a distributional assumption, and a
normal distribution for the random shocks is commonly assumed:

& N(0.07).

Then the future outcome also has a normal distribution, and the above
interval has probability 0.68 of containing it. The density forecast of the

future outcome is this same distribution, namely

Ve U N(j;t-#h’o-/f)‘



Example
A familiar example in econometrics texts is the stationary first-order

autoregression, abbreviated to AR(1):
V, =@y, 4 +E&, |¢| <1.
Then in the moving average representation we have ¢, = ¢’ and the A-
step-ahead point forecast is
j}tJrh = ¢hyt :
The forecast error variance is

2k
a,f:agll_iz.

As & increases this approaches the unconditional variance of y, namely

052 / (1—¢2) . Interval and density forecasts are obtained by using these

quantities in the preceding expressions.

Generalisations

This illustration uses the simplest univariate linear model and treats its
parameters as if their values are known. To have practical relevance
these constraints need to be relaxed. Thus in the main discussion to
follow multivariate models and non-linear models appear, along with
conditioning variables and non-normal distributions, and the effects of
parameter estimation error and uncertainty about the model are

considered.



Forecast evaluation
Given a time series of forecasts and the corresponding outcomes

v,, t=1,...,n, we have a range of techniques available for the statistical

assessment of the quality of the forecasts. For point forecasts these have
a long history; for a review, see Wallis (1995, ch 6.3). The first question
is whether there is any systematic bias in the forecasts, and this is usually
answered by testing the null hypothesis that the forecast errors have zero
mean, for which a #-test is appropriate. Whether the forecasts have
minimum mean squared error cannot be tested, because we do not know
what the minimum achievable mse is, but some information can often be
gained by comparing different forecasts of the same variable. Other
properties of optimal forecasts can be tested, such as the non-
autocorrelation of forecast errors at lags greater than or equal to %, and
the absence of correlation between errors and forecasts.

Tests of interval and density forecasts are a more recent
development, and these are discussed in detail below. The first question
is one of correct coverage: is the proportion of outcomes falling in the
forecast intervals equal to the announced probability; are the quantiles of
the forecast densities occupied in the correct proportions? There is also a
question of independence, analogous to the non-autocorrelation of the
errors of point forecasts. The tests are applied to two series of density
forecasts of inflation, namely those of the US Survey of Professional

Forecasters and the Bank of England Monetary Policy Committee.



2. Measuring and reporting forecast uncertainty

We first consider methods of calculating measures of expected forecast
dispersion, both model-based and empirical, and then turn to methods of
reporting and communicating forecast uncertainty. The final section
considers some related issues that arise in survey-based forecasts. For a
fully-developed taxonomy of the sources of forecast uncertainty see
Clements and Hendry (1998).

2.1 Model-based measures of forecast uncertainty
For some models formulae for the forecast error variance are available,
and two examples are considered. In other models simulation methods

are employed.

The linear regression model
The first setting in which parameter estimation error enters that one finds
in econometrics textbooks is the classical linear regression model. The

model is
y=Xpf+u, uDN(O,Uf[n).

The least squares estimate of the coefficient vector, and its covariance

matrix, are
b=(XX)" Xy, var(h)=oZ(XX)™.
A point forecast conditional on regressor values ¢’ =[1x,, x5, ... x;/] is

v, =c'b, and the forecast error has two components

ep=yy=yy=u;=c'(b-p).



Similarly the forecast error variance has two components
var(e,) = o’ (1+ c'(X’X)_l c) :

the second being the contribution of parameter estimation error, which

goes to zero as the sample size, n, increases. To make this expression

operational the unknown error variance o-,f is replaced by an estimate s

based on the sum of squared residuals, which results in a shift from the
normal to Student’s z-distribution, and interval and density forecasts are
based on the distributional result that

Vi =Y;

01, .
s\/1+ c'(X'X)_lc

It should be emphasised that this result refers to a forecast that is
conditional on given values of the explanatory variables. In practical
forecasting situations the future values of deterministic variables such as
trends and seasonal dummy variables are known, and perhaps some
economic variables such as tax rates can be treated as fixed in short-term
forecasting, but in general the future values of the economic variables on
the right-hand side of the regression equation need forecasting too. The
relevant setting is then one of a multiple-equation model rather than the
above single-equation model. For a range of linear multiple-equation
models generalisations of the above expressions can be found in the
literature. However the essential ingredients of forecast error — future

random shocks and parameter estimation error — remain the same.



Estimation error in multi-step forecasts
To consider the contribution of parameter estimation error in multi-step
forecasting with a dynamic model we return to the AR(1) example
discussed in Section 1.2. Now, however, the point forecast is based on an
estimated parameter:

~ 7h

Vsn =9 ¥
The forecast error again has two components

- h Th
Yeen = Vivn = €in +(¢ —¢ )yt’

where the first term is the cumulated random error defined above, namely
_ h-1
Cn = Epn TPEpa Tt @ 6L
To calculate the variance of the second component we first neglect any

correlation between the forecast initial condition y, and the estimation
sample on which q; is based, so that the variance of the product is the
product of the variances of the factors. Using the result that the variance

of the least squares estimate of ¢ is (1—¢2) /n , and taking a first-order

approximation to the non-linear function, we then obtain

h-1)2 2
Var((;h_¢h)z(h¢ )n(1_¢ )

The variance of y, is o-f/(l—qﬁz) , hence the forecast error variance is
2
2k h h-1
g% (")
1-¢? n

E(yt+h _j}t-%—h )2 ~O

The second contribution causes possible hon-monotonicity of the forecast

error variance as / increases, but goes to zero as # becomes large. As



above, this expression is made operational by replacing unknown
parameters by their estimates, and the #distribution provides a better
approximation for inference than the normal distribution. And again,
generalisations can be found in the literature for more complicated

dynamic linear models.

Stochastic simulation in non-linear models
Practical econometric models are typically non-linear in variables. They
combine log-linear regression equations with linear accounting identities.
They include quantities measured in both real and nominal terms, and the
corresponding price variables, hence products and ratios of variables
appear. More complicated functions such as the constant elasticity of
substitution (CES) production function can be found. In these
circumstances an analytic expression for a forecast does not exist, and
numerical methods are used to solve the model.

A convenient formal representation of a general non-linear
system of equations, in its structural form, is

f(yoza)=u,,
where f'is a vector of functions having as many elements as the vector of
endogenous variables y,,and z,, a and u, are vectors of predetermined
variables, parameters and random disturbances respectively. This is more
general than is necessary, because models are mostly linear in
parameters, but no convenient simplification is available. It is assumed
that a unique solution for the endogenous variables exists. Whereas
multiple solutions might exist from a mathematical point of view,

typically only one of them makes sense in the economic context. The

10



solution has no explicit analytic form, but it can be written implicitly as

Y, =g(ut,zt,a) ,
which is analogous to the reduced form in the linear case.

Taking period 7 to be the forecast period of interest, the
“deterministic” forecast y, is obtained, for given values of predetermined
variables and parameters, as the numerical solution to the structural form,
with the disturbance terms on the right-hand side set equal to their
expected values of zero. The forecast can be written implicitly as

7, =g(0,z,a),
and is approximated numerically to a specified degree of accuracy.

Forecast uncertainty likewise cannot be described analytically.
Instead, stochastic simulation methods are used to estimate the forecast

densities. First R vectors of pseudo-random numbers u,., »=1,...,R, are

o
generated with the same properties as those assumed or estimated for the
model disturbances: typically a normal distribution with covariance

matrix estimated from the model residuals. Then for each replication the
model is solved for the corresponding values of the endogenous variables

v, say, where
f(yprzpa)=u,, r=1..,R
to the desired degree of accuracy, or again implicitly
Yo = g(utr’zt’a) :
In large models attention is usually focused on a small number of key

macroeconomic indicators. For the relevant elements of the y-vector the

empirical distributions of the y,. values then represent their density

11



forecasts. These are presented as histograms, possibly smoothed using
techniques discussed by Silverman (1986), for example.

The early applications of stochastic simulation methods focused
on the mean of the empirical distribution in order to assess the possible
bias in the deterministic forecast. The non-linearity of g is the source of

the lack of equality in the following statement,
E(yt|zl,a) :E(g(u,,z,,a));tg(E(ut),zt,a):)7,,

and the bias is estimated as the difference between the deterministic

forecast and the simulation sample mean
R

¥, = %rz_l;yt, :
Subsequently attention moved on to second moments and event
probability estimates. With an economic event, such as a recession,
defined in terms of a model outcome, such as two consecutive quarters of
declining real GDP, then the relative frequency of this outcome in R
replications of a multi-step forecast is an estimate of the probability of the
event. Developments also include study of the effect of parameter
estimation error, by pseudo-random sampling from the distribution of &

as well as that of «, .

Loss functions

It is convenient to note the impact of different loss functions at this
juncture, in the light of the foregoing discussion of competing point
forecasts. The conditional expectation is the optimal forecast with
respect to a squared error loss function, as noted above, but in routine

forecasting exercises with econometric models one very rarely finds the

12



mean stochastic simulation estimate being used. Its computational
burden becomes less of a concern with each new generation of computer,
but an alternative loss function justifies the continued use of the
deterministic forecast.

In the symmetric linear or absolute error loss function, the
optimal forecast is the median of the conditional distribution. (Note that
this applies only to forecasts of a single variable, strictly speaking, since
there is no standard definition of the median of a multivariate
distribution. Commonly, however, this is interpreted as the set of
medians of the marginal univariate distributions.) Random disturbances
are usually assumed to have a symmetric distribution, so that the mean

and median are both zero, hence the deterministic forecast y, is equal to
the median of the conditional distribution of y, provided that the

transformation g(-) preserves the median. That is, provided that

med(g(ut,zt,a)) = g(med(ut),zt,a) :
This condition is satisfied if the transformation is bijective, which is the
case for the most common example in practical models, namely the
exponential function, whose use arises from the specification of log-
linear equations with an additive disturbance term. Under these
conditions the deterministic forecast is the minimum absolute error
forecast. There is simulation evidence that the median of the distribution
of stochastic simulations in practical models either coincides with the
deterministic forecast or is very close to it (Hall, 1986).

The third measure of location familiar in statistics is the mode,
and in the context of a density forecast the mode represents the most
likely outcome. Some forecasters focus on the mode as their preferred

13



point forecast believing that the concept of the most likely outcome is
most easily understood by forecast users. It is the optimal forecast under
a step or “all-or-nothing” loss function, hence in a decision context in
which the loss is bounded, moreover “a miss is as good as a mile”, the
mode is the best choice of point forecast. Again this applies in a
univariate, not multivariate setting: in practice the mode is difficult to
compute in the multivariate case (Calzolari and Panattoni, 1990), and it is
not preserved under transformation. For random variables X and Y with
asymmetric distributions, it is not in general true that the mode of X +Y

is equal to the mode of X plus the mode of Y, for example.

Model uncertainty

Model-based estimates of forecast uncertainty are clearly conditional on
the chosen model. However the choice of an appropriate model is itself
subject to uncertainty. Sometimes the model specification is chosen with
reference to an a priori view of the way the world works, sometimes it is
the result of a statistical model selection procedure. In both cases the
possibility that an inappropriate model has been selected is yet another
contribution to forecast uncertainty, but in neither case is a measure of
this contribution available, since the true data generating process is
unknown. A final contribution to forecast uncertainty comes from the
subjective adjustments to model-based forecasts that many forecasters
make in practice, to take account of off-model information of various
kinds: their effects are again not known with certainty, and measures of

this contribution are again not available. In these circumstances some

14



forecasters provide subjective assessments of uncertainty, whereas others

turn to ex post assessments.

2.2 Empirical measures of forecast uncertainty

The historical track record of forecast errors incorporates all sources of
error, including model error and the contribution of erroneous subjective
adjustments. Past forecast performance thus provides a suitable
foundation for measures of forecast uncertainty.

Let y,, t=1,...,n be an observed time seriesand y,, t=1,...,n
be a series of forecasts of y, made at times 7—/, where /£ is the forecast
horizon. The forecast errors are then e, =y, — y,, t=1,...,n. The two

conventional summary measures of forecast performance are the sample

root mean squared error,

RMSE = /EZeZ ,
i

and the sample mean absolute error,

MAE = £i|et| :

oy

The choice between them should in principle be related to the relevant
loss function — squared error loss or absolute error loss — although many
forecasters report both.

In basing a measure of the uncertainty of future forecasts on past
forecast performance we are, of course, facing an additional forecasting

problem. Now it is addressed to measures of the dispersion of forecasts,

15



but it is subject to the same difficulties of forecast failure due to structural
breaks as point forecasts. Projecting forward from past performance
assumes a stable underlying environment, and difficulties arise when this
structure changes.

If changes can be anticipated, subjective adjustments might be
made, just as is the case with point forecasts, but just as difficult. For
example, the UK government publishes alongside its budget forecasts of
key macroeconomic indicators the mean absolute error of the past ten
years’ forecasts. The discussion of the margin of error of past forecasts
in the statement that accompanied the June 1979 budget, immediately
following the election of Mrs Thatcher’s first government, noted the
“possibility that large changes in policy will affect the economy in ways
which are not foreseen”.

A more recent example is the introduction in several countries of a
monetary policy regime of direct inflation targeting. One reason for
doing this is to reduce uncertainty, hence the “old regime” forecast track
record is an unreliable guide to the future uncertainty of inflation.
Eventually a track record on the new regime will accumulate, but
measures of uncertainty are needed in the meantime. One way to
calibrate the variance of inflation in the new regime is to undertake a
stochastic simulation study of the performance of a macroeconometric
model augmented with a policy rule for the interest rate that targets
inflation. Blake (1996) provides a good example, although his estimates

are of course conditional on the model specification.
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2.3 Reporting forecast uncertainty
Interval forecasts and density forecasts are discussed in turn, including
some technical considerations. The Bank of England’s fan chart is a

leading graphical representation, and other examples are discussed.

Forecast intervals

An interval forecast is commonly presented as a range centred on a point
forecast, as noted in the Introduction, with associated probabilities
calculated with reference to tables of the normal distribution. Then an

interval y, £ RMSE has coverage probability 68%, and an interval
¥, £ MAE has coverage probability 57%. In more complicated models

other distributions are needed, as noted above. If parameter estimation
errors are taken into account then Student’s ¢-distribution is relevant,
whereas in complex non-linear models the forecast distribution may have
been estimated non-parametrically by stochastic simulation. In the latter
case the distribution may not be symmetric, and a symmetric interval
centred on a point forecast may not be the best choice. In any event it can
be argued that to focus on uncertainty the point forecast should be
suppressed, and only the interval reported.

To require that an interval (a,b) be constructed so that it has a
given probability 7 of containing the outcome y, that is,
Pr(aSySb)zF(b)—F(a)zﬁ
where F(-) is the cumulative distribution function, does not by itself pin

down the location of the interval. Additional specification is required,

and the question is what is the best choice. The two possibilities in the

17



literature are the shortest interval, with 5 —a as small as possible, and the
central interval, with equal tail probabilities

Pr(y<a)=Pr(y>b) :(1—72')/2 .
If the distribution of outcomes is symmetric these are the same; if the
distribution is asymmetric then the shortest and central intervals do not
coincide. Each can be justified as the optimal interval forecast with
respect to a particular loss function or cost function, as we now show.

It is assumed that there is a cost proportional to the length of the
interval, ¢,(b—a), which is incurred irrespective of the outcome. The
distinction between the two cases arises from the assumption about the

additional cost associated with the interval not containing the outcome.

All-or-nothing loss function If the costs associated with the possible
outcomes have an all-or-nothing form, being zero if the interval contains

the outcome and a constant ¢, >0 otherwise, then the loss function is

cob—a)+¢ y<a
L(y)=1¢y(b—a) a<y<b
cob—a)+cq y>b

The expected loss is
E(L())=cob-a)+ [ e.f 0)dy+ [ e.f (»)dy
=c,(b—a)+cF(a) +cl(1—F(b))
and the first-order conditions for minimum expected loss are
fla)=f(b)=c¢,lc,.
Thus the limits of the interval correspond to ordinates of the probability

density function (pdf) of equal height c,/c,, on either side of the mode.

18



If the cost associated with the length of the interval is excessive, such that

¢, | ¢, exceeds the maximum value of the pdf, given by its value at the

mode, then the optimal forecast interval degenerates into a point forecast,
namely the mode.

The equal height property is also a property of the interval with
shortest length »—a for given coverage . To see this consider the
Lagrangean

L=b-a+A(F(b)-F(a)-7).

This is of similar form to the expected loss above, and the first-order
conditions for a minimum again give f(a)= f(b) as required. The

shortest interval has unequal tail probabilities in the asymmetric case, and

these should be reported, otherwise a user might think they are equal.

Linear loss function Here it is assumed that the additional cost is
proportional to the amount by which the outcome lies outside the interval.

Thus the loss function is

co(b—a)+cy(a—y) y<a
L(y)=1cy(b—a) a<y<b
co(b—a)+c,(y=0b) y>b

The expected loss is
E(L(y)=cob=a)+[" cyla=2)f()dv+ [ e;(y=b)f(»)dy

and the first-order conditions for minimum expected loss give

=¢| fOdy=c,|, f()dy.

19



Hence the best forecast interval under a linear loss function is the central

interval with equal tail probabilities Pr(y <a)=Pr(y >b). Again if the
fixed cost is excessive, such that ¢, /¢, > %, then the optimal interval

forecast degenerates into a point forecast, in this case the median.

The behaviour of the optimal intervals as the relative costs
change matches their behaviour as the coverage, 7, is reduced, the
shortest intervals converging on the mode and the central intervals
converging on the median.

In some applications a particular interval may be a focus of
attention. In a monetary policy regime of inflation targeting, for
example, the objective of policy is sometimes expressed as a target range
for inflation, whereupon it is of interest to report the forecast probability
that the future outcome will fall in the target range. This is equivalent to
an event probability forecasting problem, the forecast being stated as the

probability of the future event “inflation on target”.

Density forecasts

The preceding discussion includes cases where the density forecast has a
known functional form and cases where it is estimated by non-parametric
methods. In the former case features of the forecast may not be
immediately apparent from an algebraic expression for the density, and in
both cases numerical presentations are used, either as histograms, with
intervals of equal length, or based on quantiles of the distribution. In the
present context the conventional discretisation of a distribution based on
quantiles amounts to representing the density forecast as a set of central

forecast intervals with different coverage probabilities. Graphical

20



presentations are widespread, but before discussing them we present a
further density function that is used to represent forecast uncertainty,
particularly when the balance of risks to the forecast is asymmetric.

The density forecasts of inflation published by the Bank of
England and the Sveriges Riksbank assume the functional form of the
two-piece normal distribution (Blix and Sellin, 1998; Britton, Fisher and
Whitley, 1998). A random variable X has a two-piece normal distribution
with parameters u, o, and o, if it has probability density function (pdf)

Aexp(—(x—,u)z/ZO'f) x<u

709= Aexp(—(x—,u)z/ZO'ZZ) x> u

where 4 =(y27 (0, +0, )/2)_l (John, 1982; Johnson, Kotz and
Balakrishnan, 1994; Wallis, 1999). The distribution is formed by taking
the left half of a normal distribution with parameters (u, o) and the
right half of a normal distribution with parameters (u, o,), and scaling
them to give the common value f(u)= A4 at the mode, as above. An
illustration is presented in Figure 1. The scaling factor applied to the left
half of the N (u,0,) pdfis 20,/(o, +0o,) while that applied to the right
half of the N (u,0,) pdfis 20,/(c,+0,). If 5,>0, this reduces the

probability mass to the left of the mode to below one-half and
correspondingly increases the probability mass above the mode, hence in
this case the two-piece normal distribution is positively skewed with

mean>median>mode. Likewise, when o,>c, the distribution is

negatively skewed. The mean and variance of the distribution are

21



2
E(X)=y+\/;(0'2—0'1)

var(X) = (l—%j(az - 0'1)2 + 0,0, .

The two-piece normal distribution is a convenient representation of
departures from the symmetry of the normal distribution, since
probabilities can be readily calculated by referring to standard normal
tables and scaling by the above factors; however, the asymmetric
distribution has no convenient multivariate generalisation.

In the case of the Bank of England, the density forecast describes
the subjective assessment of inflationary pressures by its Monetary Policy
Committee. The prevailing level of uncertainty is initially assessed with
reference to forecast errors over the preceding ten years, but the final
calibration of the distribution represents the Committee’s judgement. In
particular, the degree of skewness shows their collective assessment of

the balance of risks on the upside and downside of the forecast.

Graphical presentations

In real-time forecasting, a sequence of forecasts for a number of future
periods from a fixed initial condition (the “present”) is often presented as
a time-series plot. The point forecast may be shown as a continuation of
the plot of actual data recently observed, and limits may be attached,
either as standard error bands or quantiles, becoming wider as the
forecast horizon increases. Thompson and Miller (1986) note that
“typically forecasts and limits are graphed as dark lines on a white

background, which tends to make the point forecast the focal point of the
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display.” They argue for and illustrate the use of selective shading of
guantiles, as “a deliberate attempt to draw attention away from point
forecasts and toward the uncertainty in forecasting” (1986, p. 431,
emphasis in original).

In presenting its density forecasts of inflation the Bank of
England takes this argument a stage further, by suppressing the point
forecast. The density forecast is presented graphically as a set of forecast
intervals covering 10, 20, 30,..., 90% of the probability distribution, of
lighter shades for the outer bands. This is done for quarterly forecasts up
to two years ahead, and since the dispersion increases and the intervals
“fan out” as the forecast horizon increases, the result has become known
as the “fan chart”. Rather more informally, and noting its red colour, it
also became known as the “rivers of blood”. (In their recent textbook,
Stock and Watson (2003) refer to the fan chart using only the “river of
blood” title; since their reproduction is coloured green, readers are invited
to use their imagination.)

An example of the Bank of England’s preferred presentation of
the density forecast is shown in Figure 2. This uses the shortest intervals
for the assigned probabilities, which converge on the mode. The
parameter values in the illustration of the two-piece normal distribution in
Figure 1 relate to the final quarter of this forecast. An alternative
presentation of the same density forecast by Wallis (1999) is shown in
Figure 3: this uses central intervals. It is argued that a preference for the
alternative is implicit in the practice of the overwhelming majority of
statisticians of summarising densities by presenting selected percentiles.

As noted above, the tail probabilities in Figure 2 are not equal, and the

23



Bank of England does not report them. Wallis (1999, Table 1) calculates
the lower and upper tail probabilities for the final quarter of the fan chart
in Figure 2 as 3.6% and 6.4% respectively; those in Figure 3 are equal at

5% throughout, by construction.

Additional examples

We conclude this section by describing three further examples. First is
the National Institute of Economic and Social Research in London,
England, which began to publish density forecasts of inflation and GDP
growth in its quarterly National Institute Economic Review in February
1996, the same month in which the Bank of England’s fan chart first
appeared. The forecast density is assumed to be a normal distribution
centred on the point forecast, since the hypothesis of unbiased forecasts
with normally distributed errors could not be rejected in testing the track
record of earlier forecasts. The standard deviation of the normal
distribution is set equal to the standard deviation of realised forecast
errors at the same horizon over a previous period. The distribution is
presented as a histogram, in the form of a table reporting the probabilities
of outcomes falling in various intervals. For inflation, those used
currently are: less than 1.5%, 1.5 to 2.0%, 2.0 to 2.5%, and so on.

A second example is the budget projections prepared by the
Congressional Budget Office (CBO) of the US Congress. Since January
2003 the uncertainty of the CBO’s projections of the budget deficit or
surplus under current policies has been represented as a fan chart. The
method of construction of the density forecast is described in CBO

(2003); in outline it follows the preceding paragraph, with a normal
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distribution calibrated to the historical record. On the CBO website
(www.cbo.gov) the fan chart appears in various shades of blue.

Our final example is the work of Garratt, Lee, Pesaran and Shin
(2003). They have previously constructed an eight-equation conditional
vector error-correction model of the UK economy. In the present article
they develop density and event probability forecasts for inflation and
growth, singly and jointly, based on this model. These are computed by
stochastic simulation allowing for parameter uncertainty. The density
forecasts are presented by plotting the estimated cumulative distribution

function at three forecast horizons.

2.4 Forecast scenarios

Don (2001) argues against the publication of density forecasts on the
grounds that statistical forecast errors tend to be a misleading guide to the
effects of the multitude of untested assumptions, and that subjective
assessments are highly impractical. He contends that forecast uncertainty
can be communicated more properly by providing uncertainty variants
with the forecasts, and by presenting a number of scenarios rather than a
single forecast. Variant forecasts that highlight the sensitivity of the
central forecast to key assumptions are commonly published by
forecasting agencies. The US Congressional Budget Office (2004), for
example, presents in addition to its baseline budget projections variants
that assume lower real growth, higher interest rates or higher inflation.

The Bank of England has on occasion shown the sensitivity of its central
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projection for inflation to various alternative assumptions preferred by
individual members of the Monetary Policy Committee: with respect to
the behaviour of the exchange rate, the scale of the slowdown in the
global economy, and the degree of spare capacity in the domestic
economy, for example.

The practice of the CPB Netherlands Bureau for Economic
Policy Analysis of publishing a small number of scenarios rather than a
single forecast is advocated by Don, who has been the Bureau’s Director
since 1994. Two scenarios are published for the medium-term outlook,
one “favourable” and one “cautious” in terms of the exogenous
assumptions that are fed in to the model of the domestic economy. “The
idea is that these scenarios show between which margins economic
growth in the Netherlands for the projection period is likely to lie, barring
extreme conditions. There is no numerical probability statement; rather
the flavour is informal and subjective, but coming from independent
experts” (Don, 2001, p.172). This statement almost describes an interval
forecast, but the word “likely” is not translated into a probability
statement, as the author notes. The practical difficulty facing the user of
these scenarios is not knowing where they lie in the complete distribution
of possible outcomes. What meaning should be attached to the words
“favourable” and “cautious”? Some authors may have in mind more
extreme language, “pie in the sky” and “gloom and doom”; others may
prefer “modest optimism™ and “modest pessimism”. But all these terms
lack precision and are open to subjective interpretation; ambiguity
persists in the absence of a probability statement. Its absence also implies

that ex post evaluation of the forecasts can only be undertaken
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descriptively, and that no systematic statistical evaluation is possible.
How to assess the reliability of statements about forecast uncertainty,
assuming that these are quantitative, not qualitative, is discussed in

Section 3 below.

2.5 Uncertainty and disagreement in survey forecasts

The longest-running series of density forecasts in macroeconomics dates
back to 1968, when the Business and Economic Statistics Section of the
American Statistical Association and the National Bureau of Economic
Research jointly initiated a quarterly survey of macroeconomic
forecasters in the United States, known as the ASA-NBER survey.
Zarnowitz (1969) describes its original objectives, and discusses the first
results. In 1990 the Federal Reserve Bank of Philadelphia assumed
responsibility for the survey, and changed its name to the Survey of
Professional Forecasters (SPF). Survey respondents are asked not only to
report their point forecasts of several variables, but also to attach a
probability to each of a number of preassigned intervals, or bins, into
which future GNP growth and inflation might fall. In this way,
respondents provide their density forecasts of these two variables, in the
form of histograms. The probabilities are then averaged over respondents
to obtain the mean density forecasts, again in the form of histograms, and
these are published. A recent example is shown in Table 1.

Zarnowitz and Lambros (1987) define “consensus” as the degree

of agreement among point forecasts of the same variable by different
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forecasters, and “uncertainty” as the dispersion of the corresponding
probability distributions. Their emphasis on the distinction between them
was motivated by several previous studies in which high dispersion of
point forecasts had been interpreted as indicating high uncertainty. Those
studies had not had access to any direct measure of uncertainty, whereas
the SPF data provided the opportunity for Zarnowitz and Lambros to
check this presumption, among other things. Their definitions are made
operational by calculating time series of (a) the mean of the standard
deviations calculated from the individual density forecasts, and (b) the
standard deviations of the corresponding sets of point forecasts, for two
variables and four forecast horizons. They find that the “uncertainty”
series (a) are typically larger and more stable than the (lack of)
“consensus” series (b), thus measures of uncertainty based on the forecast
distributions “should be more dependable”. The two series are positively
correlated, however, hence in the absence of direct measures of
uncertainty a measure of disagreement among point forecasts may be a
useful proxy.

A formal relationship among measures of uncertainty and
disagreement can be obtained as follows. Denote » individual density

forecasts of a variable y at some future time as f;(y), i =1,...,n. Assume
that the individual point forecasts are the means of these densities and so
denote the means as y, ; the individual variances are o. The mean or

aggregate density forecast is calculated as

L) =23 10),
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which is an example of a finite mixture distribution. Its moments about
the origin are given as the same equally-weighted sum of the individual

moments about the origin, so for the first two moments we have
, 1. R
H==20= 54,
ni
namely the combined or average point forecast, and
' 1 c ~2 2
My ZZZ( ; t0; )
i=1

Hence the variance of £, is
13 1&H, -~ 32
2 ' 2 2
O4=H— 1y :;Zo-i +ZZ(J’1'_J’A) :
i=1 =1

The first term on the right-hand side is the average individual variance,
and the second term is a measure of the dispersion of the individual point
forecasts. This decomposition of the variance of the aggregate density
forecast into measures of individual uncertainty and disagreement
corresponds to Zarnowitz and Lambros’s ideas, although they seem
unaware of the decomposition, and their use of standard deviations rather
than variances breaks the equation. The decomposition lies behind more
recent analyses of the SPF data, by Giordani and Soderlind (2003), for
example. Which is the better measure of collective uncertainty — the
variance of the mean density forecast or the average individual variance —

is an open question.
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3. Evaluating interval and density forecasts

Decision theory considerations suggest that forecasts of all kinds should
be evaluated in a specific decision context, in terms of the gains and
losses that resulted from using the forecasts to solve a sequence of
decision problems. As noted above, however, macroeconomic forecasts
are typically published for general use, with little knowledge of users’
specific decision contexts, and their evaluation is in practice based on
their statistical performance. How this is done is the subject of this
section, which considers interval and density forecasts in turn, and

includes two applications.
3.1 Likelihood ratio tests of interval forecasts

Given a time series of interval forecasts with announced probability =
that the outcome will fall within the stated interval, ex ante, and the
corresponding series of observed outcomes, the first question is whether
this coverage probability is correct ex post. Or, on the other hand, is the
relative frequency with which outcomes were observed to fall inside the
interval significantly different from z? If in n observations there are n;
outcomes falling in their respective forecast intervals and n, outcomes

falling outside, then the ex post coverage is p =n,/n. From the binomial
distribution the likelihood under the null hypothesis is

L(m)oc(1- 71')"° z",
and the likelihood under the alternative hypothesis, evaluated at the

maximum likelihood estimate p, is
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L(p) o= (1-p)" p™.
The likelihood ratio test statistic —2 log(L()/L(p)) is denoted LR, by
Christoffersen (1998), and is then

LR =2(ny log(1- p)/(1—7z)+n, log(p/x)).
It is asymptotically distributed as chi-squared with one degree of
freedom, denoted 7, under the null hypothesis.

The LRy notation follows Christoffersen’s argument that this is a
test of unconditional coverage, and that this is inadequate in a time-series
context. He defines an efficient sequence of interval forecasts as one
which has correct conditional coverage and develops a likelihood ratio
test of this hypothesis, which combines the test of unconditional coverage
with a test of independence. This supplementary hypothesis is directly
analogous to the requirement of lack of autocorrelation of orders greater
than or equal to the forecast lead time in the errors of a sequence of
efficient point forecasts. It is implemented in a two-state (the outcome
lies in the interval or not) Markov chain, as a likelihood ratio test of the
null hypothesis that successive observations are statistically independent,
against the alternative hypothesis that the observations are from a first-
order Markov chain.

A test of independence against a first-order Markov chain
alternative is based on the matrix of transition counts [n;], where n;; is the
number of observations in state i at time /1 and ; at time ¢. The
maximum likelihood estimates of the transition probabilities are the cell
frequencies divided by the corresponding row totals. For an interval

forecast there are two states — the outcome lies inside or outside the
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interval — and these are denoted 1 and O respectively. The estimated
transition probability matrix is
p= F—pm Pm} _ [”00/”0. ”01/”01
1-py pu mo/m. My /m,
where replacing a subscript with a dot denotes that summation has been

taken over that index. The likelihood evaluated at P is

L(P)oc (1= poy )™ po (1= pu )™ pis
The null hypothesis of independence is that the state at ¢ is independent of
the state at 71, that is, 7y, = 7;;, and the maximum likelihood estimate
of the common probability is p =n,/n. The likelihood under the null,
evaluated at p, is

L(p)ec(1-p)™ p™.
This is identical to L(p) defined above if the first observation is ignored.

The likelihood ratio test statistic is then
LR;qg = -2 log(L(p)/L(P))
which is asymptotically distributed as z under the independence

hypothesis.

Christoffersen proposes a likelihood ratio test of conditional
coverage as a joint test of unconditional coverage and independence. Itis
a test of the original null hypothesis against the alternative hypothesis of

the immediately preceding paragraph, and the test statistic is
LR, =-2 log(L(x)/L(P)).

Again ignoring the first observation the test statistics obey the relation
LR, =LR, +LR,,.
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Asymptotically LR, has a y? distribution under the null hypothesis.

The alternative hypothesis for LR;,q and LR is the same, and these tests

form an ordered nested sequence.

3.2 Chi-squared tests of interval forecasts

It is well known that the likelihood ratio tests for such problems are
asymptotically equivalent to Pearson’s chi-squared goodness-of-fit tests.
For general discussion and proofs, and references to earlier literature, see
Stuart, Ord and Arnold (1999, ch 25). In discussing this equivalence for
the Markov chain tests they develop, Anderson and Goodman (1957) note
that the chi-squared tests, which are of the form used in contingency
tables, have the advantage that “for many users of these methods, their
motivation and their application seem to be simpler”. This point of view
leads Wallis (2003) to explore the equivalent chi-squared tests for
interval forecasts, and their extension to density forecasts.

To test the unconditional coverage of interval forecasts, the chi-
squared statistic that is asymptotically equivalent to LR, is the square of

the standard normal test statistic of a sample proportion, namely
X? =n(p—7z)2/7r(1—7r).
The asymptotic result rests on the asymptotic normality of the binomial

distribution of the observed frequencies, and in finite samples an exact

test can be based on the binomial distribution.
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For testing independence, the chi-squared test of independence in
a 2x2 contingency table is asymptotically equivalent to LR;,q. Denoting

the matrix [n;] of observed frequencies alternatively as
a b
c dl

the statistic has the familiar expression

2 n(ad—bc)2
“(a+b)c+d)a+c)(b+d)

Equivalently, it is the square of the standard normal test statistic for the
equality of two binomial proportions. In finite samples computer
packages such as StatXact are available to compute exact P-values, by
enumerating all possible tables that give rise to a value of the test statistic
greater than or equal to that observed, and cumulating their null
probabilities.

Finally for the conditional coverage joint test, the asymptotically
equivalent chi-squared test compares the observed contingency table with
the expected frequencies under the joint null hypothesis of row
independence and correct coverage probability 7 . In the simple formula
for Pearson’s statistic memorised by multitudes of students, 2(O—E)%E,
the observed (O) and expected (E) frequencies are, respectively,

{a b} and {(1—7[)(51 +b) n(a +b)]

c d QL-7)(c+d) z(c+d)
The test has two degrees of freedom since the column proportions are
specified by the hypothesis under test and not estimated. The statistic is
equal to the sum of the squares of two standard normal test statistics of

sample proportions, one for each row of the table. Although the chi-
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squared statistics for the separate and joint hypotheses are asymptotically
equivalent to the corresponding likelihood ratio statistics, in finite
samples they obey the additive relation satisfied by the LR statistics only
approximately, and not exactly.

To illustrate the two approaches to testing we consider the data
on the SPF mean density forecasts of inflation, 1969-1996, analysed by
Diebold, Tay and Wallis (1999) and used by Wallis (2003) to illustrate
the chi-squared tests. The series of forecasts and outcomes are shown in
Figure 4. The density forecasts are represented by box-and-whisker
plots, the box giving the interquartile range and the whiskers the 10" and
90™ percentiles; these are obtained by linear interpolation of the
published histograms. For the present purpose we treat the interquartile
range as the relevant interval forecast. Taking the first observation as the
initial condition for the transition counts leaves 27 further observations,
of which 19 lie inside the box and 8 outside. Christoffersen’s LR
statistic is equal to 4.61, and Pearson’s chi-squared statistic is equal to
4.48. The asymptotic critical value at the 5% level is 3.84, hence the null
hypothesis of correct coverage, unconditionally, with 7z = 0.5, is rejected.

The matrix of transition counts is

5 4
{3 15}
which yields values of the LR;,q and X statistics of 4.23 and 4.35
respectively. Thus the null hypothesis of independence is rejected.
Finally, summing the two likelihood ratio statistics gives the value 8.84

for LR, whereas the direct chi-squared statistic of the preceding

paragraph is 8.11, which illustrates the lack of additivity among the chi-
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squared statistics. Its exact P-value in the two binomial proportions
model is 0.018, indicating rejection of the conditional coverage joint
hypothesis. Overall the two asymptotically equivalent approaches give
different values of the test statistics in finite samples, but in this example

they are not sufficiently different to result in different conclusions.

3.3 Extension to density forecasts

For interval forecasts the calibration of each tail may be of interest, to
check the estimation of the balance of risks to the forecast. If the forecast
is presented as a central interval, with equal tail probabilities, then the
expected frequencies under the null hypothesis of correct coverage are
n(l-7)12, nx, n(1—x)/2 respectively, and the chi-squared statistic
comparing these with the observed frequencies has two degrees of
freedom.

This is a step towards goodness-of-fit tests for complete density
forecasts, where the choice of the number of classes, &, into which to
divide the observed outcomes is typically related to the size of the
sample. The conventional answer to the question of how class
boundaries should be determined is to use equiprobable classes, so that
the expected class frequencies under the null hypothesis are equal, at n/k.
With observed class frequencies n;, i=1,...,k, Zn;=n, the chi-squared
statistic for testing goodness-of-fit is

(n,—nlk)’
; (nlk)
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It has a limiting y?2, distribution under the null hypothesis.

The asymptotic distribution of the test statistic rests on the
asymptotic k-variate normality of the multinomial distribution of the
observed frequencies. Placing these in the & x1 vector x, under the null
hypothesis this has mean vector x = (n/k,...,,nlk) and covariance matrix

V=(nlk)[I-elk],
where e isa k x1 vector of ones. The covariance matrix is singular, with
rank k£ —1. Defining its generalised inverse V™, the limiting distribution
of the quadratic form (x — )V~ (x— ) isthen y7, (Pringle and

Rayner, 1971, p.78). Since the above matrix in square brackets is
symmetric and idempotent it coincides with its generalised inverse, and
the chi-squared statistic given in the preceding paragraph is equivalently

written as

X% = (x—,u)'[[—ee'/k](x—,u)/(n/k)
(note that e'(x— u) =0). There exists a (k—1)xk transformation matrix
A such that (Rao and Rao, 1998, p.252)

AA' =1, AA=[I-ec'lk].
Hence defining y = A(x — ) the statistic can be written as an alternative
sum of squares

X% =yy[(nlk)
where the k—1 components y? /(n/ k) are independently distributed as

¢ under the null hypothesis.
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Anderson (1994) introduces this decomposition in order to focus
on particular characteristics of the distribution of interest. For example,
with k=4 and

1 1 -1 -1
A= 1 1 -1 -1 1
1 -1 1 -1

the three components focus in turn on departures from the null
distribution with respect to location, scale and skewness. Such
decompositions are potentially more informative about the nature of
departures from the null distribution than the single “portmanteau”
goodness-of-fit statistic. Anderson (1994) claims that the decomposition
also applies in the case of non-equiprobable classes, but Boero, Smith and
Wallis (2004) show that this is not correct. They also show how to
construct the matrix 4 from Hadamard matrices.

The test of independence of interval forecasts in the Markov
chain framework generalises immediately to density forecasts grouped
into & classes. However the matrix of transition counts is now & xk , and
with sample sizes that are typical in macroeconomic forecasting this
matrix is likely to be sparse once & gets much beyond 2 or 3, the values
relevant to interval forecasts. The investigation of possible higher-order
dependence becomes even less practical in the Markov chain approach,
since the dimension of the transition matrix increases with the square of
the order of the chain. In these circumstances other approaches based on
transformation rather than grouping of the data are more useful, as

discussed next.
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34 The probability integral transformation

The chi-squared goodness-of-fit tests suffer from the loss of information
caused by grouping of the data. The leading alternative tests of fit all
make use, directly or indirectly, of the probability integral transform. In

the present context, if a forecast density f'(y) with corresponding

distribution function F(y) is correct, then the transformed variable

u=|[" flx)de=F(y)

is uniformly distributed on (0,1). For a sequence of one-step-ahead

forecasts £, ,(») and corresponding outcomes y,, a test of fit can then be
based on testing the departure of the sequence u, = F, ,(y,) from

uniformity. Intuitively, the u-values tell us in which percentiles of the
forecast densities the outcomes fell, and we should expect to see all the
percentiles occupied equally in a long run of correct probability forecasts.

Diebold, Gunther and Tay (1998), extending the perspective of
Christoffersen (1998) from interval forecasts to density forecasts, show
that if a sequence of density forecasts is correctly conditionally
calibrated, then the corresponding u-sequence is iid U(0,1). They present
histograms of « for visual assessment of unconditional uniformity, and
various autocorrelation tests.

A test of goodness-of-fit that does not suffer the disadvantage of
grouping can be based on the sample cumulative distribution function of
the u-values. The distribution function of the U(0,1) distribution is a 45-
degree line, and the Kolmogorov-Smirnov test is based on the maximum

absolute difference between this null distribution function and the sample
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distribution function. Miller (1956) provides tables of critical values for
this test. It is used by Diebold, Tay and Wallis (1999) in their evaluation
of the SPF mean density forecasts of inflation. As in most classical
statistics, the test is based on an assumption of random sampling, and
although this corresponds to the joint null hypothesis of independence
and uniformity in the density forecast context, little is known about the
properties of the test in respect of departures from independence. Hence
to obtain direct information about possible directions of departure from
the joint null hypothesis, separate tests have been employed, as noted
above. However standard tests for autocorrelation face difficulties when
the variable is bounded, and a further transformation has been proposed

to overcome these.

3.5 The inverse normal transformation

Given probability integral transforms u;,, we consider the inverse normal
transformation

z,=®7(u,)
where @(-) is the standard normal distribution function. Then if «, is iid
U(0,1), it follows that z, is iid N(0,1). The advantages of this second
transformation are that there are more tests available for normality, it is
easier to test autocorrelation under normality than uniformity, and the
normal likelihood can be used to construct likelihood ratio tests.

We note that in cases where the density forecast is explicitly

based on the normal distribution, centred on a point forecast y, with
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standard deviation o, as in some examples discussed above, then the
double transformation returns the standardised value of the outcome
(v,—5,)/o, , which could be calculated directly.

Berkowitz (2001) proposes likelihood ratio tests for testing

hypotheses about the transformed series z,. In the AR(1) model
z,—pu=¢(z,—u)+e,
the hypotheses of interest are =0, o> =1and ¢ =0. The exact

likelihood function of the normal AR(1) model is well known; denote it

L(u,0%,4) . Then atest of independence can be based on the statistic
LR, = —z(logL(ﬁ,&j,O)—|ogL(ﬁ,&f,;5))

and a joint test of the above three hypotheses on
LR =-2(log (0,1,0) - log L(i2,67,4)

where the hats denote estimated values. However this approach does not
provide tests for more general departures from iid N(0,1), in particular
non-normality.

Moment-based tests of normality are the obvious extension.

Defining the central moments
;= E(z—u)

the conventional moment-based measures of skewness and kurtosis are

2

ﬂlzﬂ and b, :,U_;

ﬂzs Hy
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respectively. Sometimes \/ﬁl and (f, —3) are more convenient

measures; both are equal to zero if z is normally distributed. Given the

equivalent sample statistics,

” 1 N\ (0 D
) R R

no— 2 Hy

Bowman and Shenton (1975) showed that the test statistic

(V) | (5,9

6 24

B=n

is asymptotically distributed as y? under the null hypothesis of

normality. This test is often attributed to Jarque and Bera (1980) rather
than Bowman and Shenton. Jarque and Bera’s contributions were to
show that B is a score or Lagrange multiplier test statistic and hence
asymptotically efficient, and to derive a correction for the case of
hypotheses about regression disturbances, when the statistic is based on
regression residuals. However the correction drops out if the residual
sample mean is zero, as is the case in many popular regression models,

such as least squares regression with a constant term.

3.6 The Bank of England’s inflation forecasts

In this final section we present an evaluation of the Bank of England’s
density forecasts of inflation, drawn from Wallis (2004). The density

forecast first published in the Bank of England’s quarterly Inflation
Report in February 1996 became the responsibility of the Monetary
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Policy Committee (MPC) on its establishment in 1997, when the Bank
was given operational independence. Our evaluation follows the practice
of the analyses of the MPC’s forecasting record published in the August
issue of the Inflation Report each year since 1999, by starting from the
MPC’s first inflation projection published in August 1997, and by
focusing on the one-year-ahead forecasts. Strictly speaking, the forecasts
are conditional projections, based on the assumption that interest rates
remain at the level just agreed by the MPC. They begin with a current-
quarter forecast, and extend up to eight quarters ahead. Nevertheless it is
argued that the one-year-ahead projections can be evaluated as
unconditional forecasts, using standard forecast evaluation procedures,
since inflation does not react quickly to changes in the interest rate. On
the other hand the inflation outcome two years ahead is likely to be
influenced by intervening policy shifts, whose impact is difficult to
estimate when comparing the outcome to a forecast with a strong
judgemental component, as here. The two-year projection has played an
important part in establishing policy credibility, with the central
projection seldom deviating far from the inflation target.

The forecast parameters, inflation outcomes and associated u-
values for 22 year-ahead forecasts are shown in Table 2. Forecasts are
dated by the publication date of the Inflation Report in which they appear,
and the inflation outcome refers to the corresponding quarter one year
later. The inflation measure is the annual percentage change in the
quarterly Retail Prices Index excluding mortgage interest payments
(RPIX, Office for National Statistics code CHMK). Over the sample
period 1997¢3-2003g4 its mean is 2.40 and its standard deviation is 0.34.
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With respect to the asymmetry of the forecast densities, it is seen
that 13 of them exhibit positive skewness, with the mean exceeding the
mode, whereas five are symmetric and four are negatively skewed. The
balance of risks was thought to be on the upside of the forecast more
often than not, although the average of the Bank’s preferred skew
measure (mean minus mode), at 0.075, is small.

Evaluations of point forecasts typically focus on the conditional
expectation, the mean of the forecast density, and the Inflation Report
forecast analyses follow suit, despite the focus on the mode, the most
likely outcome, in the MPC’s forecast commentary and press releases.
The mean forecasts in Table 2 have an average error of zero (0.01, to be
precise), thus these forecasts are unbiased. The tendency to overestimate
inflation in the early part of the sample is offset by the more recent
underestimation. Important contributions to this experience were the
unanticipated persistence of the strength of sterling in the early years,
followed more recently by surprisingly high house price inflation, which
contributes to the housing depreciation component of RPIX inflation.

The standard deviation of the forecast errors is 0.42, indicating
that the standard deviation of the fan chart distributions is an
overestimate. A 90% confidence interval is (0.34, 0.56), and the recent
entries in column (3) of Table 2 cluster around its upper limit. The
dispersion of the fan charts has tended to decrease over the period,
perhaps in recognition of a decline in the volatility of inflation, although
the realised uncertainty is less than that assumed by the MPC at any time.
This finding can be expected to dominate assessments of the goodness-

of-fit of the complete distributions. A simple approach is to assess the
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coverage of the interquartile range, as in the SPF illustration in Section
3.2. We find that, rather than containing the nominal 50% of the
outcomes, they actually contain some two-thirds of the outcomes, with 15
of the 22 u-values falling between 0.25 and 0.75. The forecast
interquartile ranges were too wide. More generally the class frequencies
in the four classes defined by the quartiles, which are equiprobable under
the hypothesis of correct distributions, are 4, 6, 9, 3. The chi-squared
goodness-of-fit statistic is 3.82, compared to the asymptotic critical value
at the 5% level of 7.81. The data show little evidence of asymmetry,
although it is only the first three outcomes in 2003 that have delivered
this finding by falling in the uppermost quarter of the fan charts.

A more complete picture of the correspondence or otherwise of
the fan chart forecasts to the correct distribution is given in Figure 5.
This compares the sample distribution function of the observed u-values
with the uniform distribution function, the 45° line representing the
hypothesis that the densities are correct. It is again seen that there are
fewer observations than there “should” be in the outer ranges of the
forecasts, with the sample distribution function being correspondingly
steeper than the 45° line in the central region. The fan charts fanned out
too much. Whether exaggerated views of uncertainty led to undue

caution in the setting of interest rates is an open research question.
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Table 1.

SPF mean probability of changes in GDP and prices, quarter 1,2004

MEAN PROBABILITY ATTACHED TO POSSIBLE
PERCENT CHANGES IN REAL GDP:

2003-2004 2004-2005
6.0 OR MORE 4.96 3.308
50 IO 5.8 17.74 9.89
4.0 TO 4.9 45.00 29.41
3.0 TO 3.9 19.67 34.07
2.0 T8 2.9 7.89 14.70
1.0 'T@ 1.9 2158 5.07
0.0 TO 0.9 ARSI 2.04
-1.0 TO -0.1 0.48 0.78
=20 T8 =13 022 0.41
LESS THAN -2.0 0.26 0.33
MEAN PROBABILITY ATTACHED TO POSSIBLE
PERCENT CHANGES IN GDP PRICE INDEX:
2003-2004 2004-2005
8.0 OR MORE 0.04 0.12
7.0 TO 7.9 0.04 0.19
6.0 TO 6.9 0.04 0.37
5.0 TO 5.9 0.2 0.52
4.0 TO 4.9 L1 1.79
3.0 TO: 3.9 5.42 831
2.0 Te 2.9 24.35 29.54
1.0 To 1.9 48.65 41.54
0.0 TO 0.9 18.19 16.08
WILL DECLINE 1.88 1.62

Notes. Total number of forecasters reporting is 27. Released 23 February 2004.
Source: http://www.phil.frb.org/files/spf/survq104.html (Table 4).



Table 2.

Bank of England Monetary Policy Committee inflation forecasts:
one-year-ahead forecasts and outcomes (n=22)

Inflation (1) 2 3) (@) 5)
Report Mode Mean Std. Dev. Outcome u
Aug 97 1.99 2.20 0.79 2.55 0.68
Nov 97 2.19 2.72 0.75 2.53 0.45
Feb 98 2.44 2.53 0.50 2.53 0.51
May 98  2.37 2.15 0.66 2.30 0.56
Aug 98 2.86 3.00 0.62 2.17 0.08
Nov 98 2.59 2.72 0.64 2.16 0.19
Feb 99 2.52 2.58 0.62 2.09 0.22
May 99  2.23 2.34 0.60 2.07 0.34
Aug 99 1.88 2.03 0.59 2.13 0.58
Nov 99 1.84 1.79 0.55 2.11 0.72
Feb 00 2.32 2.42 0.57 1.87 0.17
May 00  2.47 2.52 0.55 2.26 0.32
Aug 00 2.48 2.48 0.54 2.38 0.43
Nov 00 2.19 2.24 0.56 1.95 0.31
Feb 01 2.09 2.04 0.55 2.37 0.72
May 01  1.94 1.89 0.55 1.86 0.47
Aug 01 1.96 1.96 0.55 2.00 0.52
Nov 01 2.06 2.26 0.60 2.61 0.73
Feb 02 2.13 2.33 0.59 2.89 0.83
May 02  2.05 2.05 0.52 2.90 0.95
Aug 02 2.31 2.31 0.51 2.87 0.87
Nov 02 2.41 2.41 0.48 2.58 0.64

Notes on sources: (1),(2): Bank of England spreadsheets, see
http://www.bankofengland.co.uk/inflationreport/irprobab.htm;

(3),(5): calculated using code written in the Gauss Programming Language by
Michael Clements. The standard deviation is the square root of the variance
given on p. 22; u is the probability integral transform of the inflation outcome in
the forecast distribution;

(4): annual percentage growth in quarterly RPIX, ONS code CHMK.



Figure 1.

The probability density function of the two-piece normal distribution

dashed line : two halves of normal distributions with z= 2.5,
o1 =0.902 (left) and o, = 1.592 (right)
solid line : the two-piece normal distribution



Figure 2.

The August 1997 Inflation Report fan chart
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Figure 3.

Alternative fan chart based on central prediction intervals

Increase in prices on a year earlier
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c.d.f.

Figure 5.

Bank of England Monetary Policy Committee inflation forecasts:
cumulative distribution functions of sample u-values (n=22) and
uniform distribution
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